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Abstract

Concurrent with recent theoretical interest in the problem of metric embedding, a growing body of
research in the networking community has studied the distance matrix defined by node-to-node laten-
cies in the Internet, resulting in a number of recent approaches that approximately embed this distance
matrix into low-dimensional Euclidean space. There is a fundamental distinction, however, between the
theoretical approaches to the embedding problem and this recent Internet-related work: in addition to
computational limitations, Internet measurement algorithms operate under the constraint that it is only
feasible to measure a linear (or near-linear) number of node pairs, and typically in a highly structured
way. Indeed, the most common framework for Internet measurements of this type is a beacon-based ap-
proach: one chooses uniformly at random a constant number of nodes (‘beacons’) in the network, each
node measures its distance to all beacons, and one then has access to only these measurements for the
remainder of the algorithm. Moreover, beacon-based algorithms are often designed not for embedding
but for the more basic problem of triangulation, in which one uses the triangle inequality to infer the
distances that have not been measured.

Here we give algorithms with provable performance guarantees for beacon-based triangulation and
embedding. We show that in addition to multiplicative error in the distances, performance guarantees for
beacon-based algorithms typically must include a notion of slack — a certain fraction of all distances
may be arbitrarily distorted. For metrics of bounded doubling dimension (which have been proposed as
a reasonable abstraction of Internet latencies), we show that triangulation-based reconstruction with a
constant number of beacons can achieve multiplicative error 1 + δ on a 1 − ε fraction of distances, for
arbitrarily small constants δ and ε. For this same class of metrics, we give a beacon-based embedding
algorithm that achieves constant distortion on a 1−ε fraction of distances; this provides some theoretical
justification for the success of the recent Global Network Positioning algorithm of Ng and Zhang, and it
forms an interesting contrast with lower bounds showing that it is not possible to embed all distances in
a doubling metric with constant distortion. We also give results for other classes of metrics, as well as
distributed algorithms that require only a sparse set of distances but do not place too much measurement
load on any one node.
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1 Introduction

The past decade has seen many significant and elegant results in the theory of metric embeddings (for recent
surveys, see e.g. [16, 25, 28]). Embedding techniques have been valuable in the design and analysis of
algorithms that operate on an underlying metric; many optimization problems become more tractable when
the given metric is embedded into one that is structurally simpler.

Meanwhile, an active line of research in the networking community has studied the distance matrix
defined by node-to-node latencies in the Internet [9, 12, 14, 15, 23, 37], resulting in a number of recent
approaches that approximately embed this distance matrix into low-dimensional Euclidean space [5, 7, 30,
32, 36].1 However, there is a fundamental distinction between this Internet-related work and the large body
of theoretical work on embedding, due to the following intrinsic problem: in any analysis of the distance
matrix of the Internet, most distances are not available. The cost of measuring all node-to-node distances
is simply too expensive; instead, we have a setting where it is generally feasible to measure the distances
among only a linear (or near-linear) number of node pairs, and typically in a highly structured way. In-
deed, the most common framework for Internet measurements of this type is a beacon-based approach: one
chooses uniformly at random a constant number of nodes (‘beacons’) in the network, each node measures
its distance to all beacons, and one then has access to only these O(n) measurements for the remainder of
the algorithm. (For example, the data can be shared among the beacons, who then perform computations on
the data locally.)

This inability to measure most distances is the inherent obstacle that stands in the way of applying
algorithms developed from the theory of metric embeddings, which assume (and use) access to the full
distance matrix. Thus, to obtain insight at a theoretical level into recent Internet measurement studies, we
need to consider problems in following two genres.

(i) What performance guarantees can be achieved by metric embedding algorithms when only a sparse
(beacon-based) subset of the distances can be measured?

(ii) At an even more fundamental level, many Internet measurement algorithms are seeking not to embed
but simply to reconstruct the unobserved distances with reasonable accuracy (see e.g. [9, 12, 14, 23]).
Can we give provable guarantees for this type of reconstruction task?

Reconstruction via triangulation. Within this framework, we discuss the reconstruction problem (ii) first,
as it is a more basic concern. Motivated by the research of Francis et al. on IDMaps [9], and subsequent
work, we formalize the reconstruction problem here as follows. Let S be the set of beacons; and suppose
for each node u, and each beacon b ∈ S, we know the distance dub. What can we infer from this data about
the remaining unobserved distances duv (when neither v nor v is a beacon), assuming we know only that we
have points in an arbitrary metric space? The triangle inequality implies that

max
b∈S

|dub − dvb| ≤ duv ≤ min
b∈S

dub + dvb, (1)

and it is easy to see that these are the tightest bounds that can be provided on duv if we assume only that
the underlying metric is arbitrary subject to the given distances. We will say that duv is reconstructed by
triangulation2 , with distortion ∆ ≥ 1, if the ratio between the upper and lower bounds in (1) is at most ∆.

1We speak of Internet latencies as defining as a “distance matrix” rather than a metric, since the triangle inequality is not always
observed; however, one can view the recent networking research as indicating that severe triangle inequality violations are not
widespread enough to prevent the matrix of node-to-node latencies from being usefully modeled using notions from metric spaces.

2Note that this is one of several standard uses of the term “triangulation” in the literature; it should not be confused with the
process of dividing up a region into simplices, which goes by the same name.
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Since it is much cheaper for nodes to exchange messages than to actually estimate their round-trip distance
on the Internet (the latter typically requires a significant measurement period to produce a stable estimate),
triangulation can be valuable as a way to assign each node a short label — its distances to all beacons — in
such a way that the distance duv can later be estimated by a third party (or by one of v or v) just from their
labels. This can be viewed as a kind of distance labeling, and we discuss related work on this topic (e.g.
[10]) below.

To give performance guarantees for triangulation, we also need a notion of slack. Even in very simple
metrics, there will be some distance pairs that cannot be reconstructed well using only a constant number
of beacons. Consider for example a set of regularly spaced points on a line (or in a d-dimensional lattice);
points u and v that are very close together will have a distance duv that is much smaller than the distance
to the nearest beacon, rendering the upper bound obtainable from (1) useless. We therefore say that a set
of beacons achieves a triangulation with distortion ∆ and slack ε if all but an ε fraction of node pairs in the
metric are reconstructed with distortion ∆.

A fundamental question is then the following. Suppose we have an underlying metric space M , and
desired levels of precision ε > 0 and δ > 0. Is there a function f(·, ·) (independent of the size of M ) so that
f(ε, δ) beacons suffice to achieve a triangulation with distortion 1+ δ and slack ε? Clearly such a guarantee
is not possible for every metric; in the n-point uniform metric, with all distances equal to 1, any distance
that is not directly measured will have a lower bound from (1) equal to 0. Thus we ask: are there are natural
classes of metrics that are triangulable in this way?

Beacon-based embedding. The recent work of Ng and Zhang on Global Network Positioning (GNP) [30]
showed how a beacon-based set of measurements could embed all but a small fraction of Internet distances
with constant distortion in low-dimensional Euclidean space, and this result touched off an active line of
follow-up embedding studies in the networking literature (e.g. [5, 7, 32, 36]). Note that the empirical guar-
antee for GNP naturally defines a notion of ε slack for embeddings: an ε fraction of all node pairs may
have their distances arbitrarily distorted. Again, it is easy to see that this notion of slack is necessary for
a beacon-based approach. The GNP algorithm forms an interesting contrast with the algorithms of Bour-
gain and Linial, London, and Rabinovich [4, 26] for embedding arbitrary metrics. These latter algorithms
use access to the full distance matrix and build coordinates in the embedding by measuring the distance
from a point to a set — in effect, sets that can be as large as a constant fraction of the space thus act as
“super-beacons” in a way that would not be feasible to implement for all nodes in the context of Internet
measurement.

In order to understand why beacon-based approaches in general, or the GNP algorithm in particular,
achieve good performance for Internet embedding in practice, a basic question is the following: are there
natural classes of metrics that are embeddable with constant distortion and slack ε, using a constant number
of beacons?

The present work: Performance guarantees for beacon-based algorithms. We begin by showing that
distances in a metric space M whose doubling dimension is bounded by k can be reconstructed by tri-
angulation with distortion 1 + δ and slack ε, using a number of beacons that depends only on δ, ε, and
dimension k, independent of the size of M . We define the doubling dimension here to be the smallest k
such that every ball can be covered by at most 2k balls of half the radius (see [1, 13, 21]); we also call such
a metric 2k-doubling. The point here is that we are not assuming a reconstruction method that explicitly
knows anything about the doubling properties of M ; rather, as long as the number of beacons is simply
large enough relative to the doubling dimension, one obtains accurate reconstruction using upper and lower
bounds obtained from the triangle inequality alone. Doubling metrics, which generalize the distance ma-
trices of finite d-dimensional point sets, have been the subject of recent theoretical interest in the context
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of embedding, nearest-neighbor search, and other problems [13, 19, 20, 21, 35]; and an increasing amount
of work in the networking community has suggested that the bounded growth rate of balls may be a useful
way to capture the structural properties of the Internet distance matrix (see e.g. [8, 30, 31, 38]). Thus, given
that strong triangulation performance guarantees are not possible for general metrics (as noted above via the
uniform metric), this positive result for doubling metrics serves as a plausible theoretical underpinning for
the success of beacon-based triangulation in practice.

Certain non-trivial metrics exhibit a stronger phenomenon that we term perfect triangulation: on all but
an ε-fraction of node pairs, the upper and lower bounds from the triangle inequality agree exactly (i.e. with
distortion 1). For example, one can show that f(d, ε) beacons suffice to achieve perfect triangulation with
slack ε on the points of a d-dimensional lattice under the L1 metric. It is thus natural to ask how generally
this phenomenon holds. Perfect triangulation turns out not be possible for all point sets in the L1 metric,
but we show that it can be achieved for all dense point sets in L1; by a dense point set we mean an n-point
subset of R

d in which the ratio of the largest to the smallest distance is Θ(n1/d).
We next move on to results for beacon-based embedding. We show that every metric of doubling di-

mension k can be embedded into Lp (for any p ≥ 1) with constant distortion and slack ε, using a constant
number of beacons, where the constants here depend on ε and the doubling dimension. Moreover, we show
that an embedding with these properties can be achieved by a close analogue of the actual GNP algorithm of
Ng and Zhang, providing some theoretical explanation for its success in practice. It is interesting to note that
metrics of bounded doubling dimension cannot be embedded into Euclidean space (or Lp for any p ≥ 2)
with constant distortion in general [13, 34], so this is a case where allowing slack leads to a qualitatively
different result.

While beacon-based algorithms perform a manageable set of measurements, they do so by choosing a
small set of nodes and placing a large computational load on them. Several recent networking papers [5, 7,
32, 36] address the unbalanced load of beacon-based methods using uniform probing: each node selects a
small number of virtual ‘neighbors’ uniformly at random and measures distances to them; all nodes then run
a distributed algorithm that uses the measured distances. We show how an extension of our techniques here
can be used to give performance guarantees for distributed algorithms such as these.

In particular, to analyze beacon-based embedding algorithms, we build on the techniques we develop
for reasoning about triangulation. We consider subgraphs G′ on the set of nodes with the property that
embeddings that approximately preserve all edge lengths in G′ must have constant distortion with slack ε
for the full distance matrix. This is a kind of “rigidity” property (with slack) that follows naturally from the
analysis of triangulation, and we can show that subgraphs consisting of node-to-beacon measurements, as
well as subgraphs built in a more distributed fashion, can be usefully analyzed in terms of this property.

Finally, we show that stronger guarantees can be obtained in the more restrictive class of strongly dou-
bling metrics. Following a definition of [19], we say that a metric is strongly s-doubling if doubling the
radius of a ball increases its cardinality by at most a factor of s. We show that a constant number of beacons
suffice to embed such metrics with constant distortion, using a more “gracefully degrading” notion of slack:
all but an ε-fraction of distances are embedded with distortion ∆; all but an ε-fraction of the remainder
are embedded with distortion 2∆; and in general, all but an εj fraction are embedded with distortion j∆.
We also obtain improvements here for distributed algorithms that engage in uniform probing of random
neighbors, in the style discussed above.

Related Work. As discussed above, the questions we consider here differ from the bulk of algorithmic
embedding research (as surveyed in [16, 25, 28]) because we are able to measure only a small subset of
the distances, and we allow a notion of slack in the performance guarantee. Indeed the whole problem of
triangulation, which seeks simply to reconstruct the distances, would not be of interest if we already had
access to all distances. Allowing slack changes the kinds of performance guarantees one can achieve; for
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example, as mentioned above, doubling metrics become embeddable with constant distortion in Euclidean
space once a small slack is allowed. At the same time, we find that techniques from the body of previous
work on embedding, combined with our results on triangulation, are useful in designing algorithms under
these new constraints.

Work on distance labeling [10] seeks to assign a short label to each node in a graph so that the distance
between u and v can be (approximately) determined from their labels alone. This is of course analogous to
our goals in triangulation. In the most closely related work in this vein, Talwar investigated distance labels
for doubling metrics [35]. Both the objective and the techniques in [35] differ considerably from our work
on triangulation here, however: in [35], the concern is with labels of low bit complexity, but the encoding of
distances into short labels there makes extensive use of the full distance matrix, and it is thus not adaptable
to our setting in which distances to only a few beacons can be measured. The more extensive use of the
distance matrix in [35] comes in pursuit of a stricter goal: distance labels in which there is no notion of
slack in the performance guarantee.

Work on property testing [11] makes use of a somewhat different notion of slack in its performance
guarantees: can an ε-fraction of the input be changed so that a given property holds? There has been some
research on property testing in metric spaces (see e.g. [22, 33], and related work on sampling for approx-
imating metric properties in [17]), but this work has considered problems quite different from what study
here, and makes use of different sampling models and objective functions. Metric Ramsey theory [2] also
seeks subsets of a metric satisfying specific properties, but it tends to operate in a qualitatively different part
of the parameter space, exploring properties that hold on the sub-metric induced by relatively small subsets
of the nodes, rather than properties that hold on a large fraction of the edges. Finally, distance geometry [6]
is a large area concerned with reconstructing point sets from sparse and imprecise distance measurements;
our use of triangulation here corresponds to the notion of triangle inequality bounds smoothing in [6], but
beyond this connection we are not aware of closely related work in the distance geometry literature.

2 Triangulation

We begin with some basic definitions. For convenience let [n] denote a set {0, 1 , . . . , n}. In a given metric
space, let duv denote the distance between u and v, let Bu(r) denote the closed ball {v : duv ≤ r}, and let
ru(ε) be the smallest r such that |Bu(r)| ≥ εn. Let r−uv(ε) = min(ru(ε), rv(ε)).

Given a set S of beacons, we define lower and upper distance bounds for each pair (u, v) of points:
d−uv = maxb∈S |dub − dvb| and d+

uv = minb∈S(dub + dbv). We say that S achieves an (ε, δ)-triangulation if
for all but an ε fraction of the pairs (u, v), we have d−

uv ≤ (1 + δ)d+
uv .

Our results for triangulation and embedding will generally involve showing that a large enough set of
beacons sampled uniformly at random from the metric space will have a certain desired property. (For
brevity, we will refer to such a sampled subset of the space as “a constant number of randomly selected
beacons.”) Because we will be working in many cases with constant-size samples, our properties will
typically hold with a constant probability that can be made arbitrarily close to 1. Hence, in this context, we
will sometimes use the phrase “with probability close to 1” as an informal short-hand for: with a probability
that can be made arbitrarily close to 1 by increasing the sample size by a constant factor.

As noted in the introduction, good triangulation bounds cannot be obtained for all metrics since, for
example, non-trivial lower bound values d−

uv cannot be achieved in the uniform metric in which all distances
are 1. However, it is interesting to note that in every metric space, the upper bound d+

uv actually does come
within a constant factor of the true distance on all but an ε fraction of pairs.

Theorem 2.1 If M is an arbitrary finite metric space, then a constant number of randomly selected beacons
achieves an upper bound estimate d+

uv ≤ 3duv for all but an ε-fraction of pairs (u, v) with probability at
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least 1 − γ, where the constant depends on ε and γ.
Proof: Let Bu be the smallest ball around u containing at least εn/2 nodes. For each point u in M , and with
enough beacons, at least one point in Bu will be selected as a beacon with probability close to 1. Suppose this
happens, and let b be a beacon in Bu. Then all but at most εn/2 points v lie outside Bu or on its boundary;
for any such point, we have dvb ≤ dub + duv ≤ 2duv and hence d+

uv ≤ dub + dvb ≤ duv + 2duv = 3duv. 2

The upper bound of 3 in Theorem 2.1 is tight, as shown by the shortest-path metric of the complete
bipartite graph G = Kn,n with unit-distance edges. For all non-beacon pairs (u, v) on opposite sides of
G, we have d+

uv = 3duv . With a modification of this example, we can in fact show that no algorithm
given access to each node’s distances to all beacons can estimate duv to within a factor better than 3 for a
large fraction of pairs (u, v). Specifically, we randomly generate a graph G ′ by deleting each edge from
G = Kn,n with probability 1

2 . If u and v are on opposite sides of G′, then duv = 1 if the edge (u, v) is
present, and otherwise duv = 3 with probability 1 − o(1). But if neither u nor v is a beacon, the full set of
node-to-beacon distances gives no information about the presence or absence of the edge (u, v), and hence
one cannot resolve whether this distance is 1 or 3.

For metrics of bounded doubling dimension, we have a much stronger result.

Theorem 2.2 In any s-doubling metric M , a constant number of randomly selected beacons achieves an
(ε, δ)-triangulation with probability 1 − γ, where the constant depends on δ, ε, γ, and s.

r u 2r/δ

b

v

ruB

vr '

(a) (b)

Balls of radius r '

with > εn/3s' points.

Figure 1: Triangulation in doubling metrics.

Proof: Fix any point u. Let r = ru(ε/3), and consider a large ball B = Bu(2r/δ). By our definition of
r, there are only a small number of points at distance strictly less than r from u, and we will ignore our
estimated distances to these points. By selecting enough beacons, we can ensure that with probability close
to 1 at least one beacon b lies in Bu(r). Consider any point v /∈ B. Since b is close to u and relatively very
far from v, we can argue that the upper and lower bound provided by b on the distance from u to v will be
good (see figure 1a). In particular, if d = duv then dvb +dub ≤ d+2dub ≤ d+2r = (1+ δ)d, and similarly
dvb − dub ≥ (1 − δ)d.

It remains to consider the possibly large set of points in the annulus B − Bu(r). For these points, a
beacon in Bu(r) will not necessarily suffice to give the desired bound. Instead, we need to use the doubling
property to show that the points in the annulus can be covered with a bounded number of very small balls,
and with probability close to 1 we can ensure beacons lie in most of these. In other words, to estimate the
distance duv for v ∈ B − Bu(r), we will find a beacon close to v rather than close to u.
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We would like to cover the annulus with balls of small radius r ′ = δr/2. By the doubling property,
B (and hence B − Bu(r)) can be covered by s′ = s2+2 log 1

δ balls of radius r′, as shown in figure 1(b).
Disregarding balls containing fewer than εn/3s′ points throws out at most εn/3 points. Again, if we know
that each of the remaining balls contains a beacon, then all points in these balls will have upper and lower
bounds that are within a 1 ± δ factor of their respective distances to u.

Thus, we conclude by arguing that if we chose a sufficiently large (constant) number of beacons, with
probability close to 1 a beacon will be selected in all but an ε/3 fraction of balls containing εn/3s ′ or more
points. Combining these results shows that all but 1

3εn points have good estimated distances to all but 2
3εn

points. This is the desired result. 2

The following lemma is implicit in the proof of Theorem 2.2, and it will be very useful in our subsequent
discussion of doubling metrics. To state the lemma, we introduce the following definitions. If E is a set of
pairs of points in M , we say that E is an ε-set if it includes all but an ε fraction of all pairs, and we say that
it is a strong ε-set if it includes all but an ε fraction of all pairs of the form (u, v) for each point u.

Lemma 2.3 Consider an s-doubling metric d and fixed ε and δ. Let ε′ = εs2 log δ−1. Then for a strong
2ε-set of node pairs uv we have min(ru(ε), rv(ε

′)) ≤ δduv and therefore r−uv(ε
′) ≤ δduv .

Perfect triangulation. As mentioned in the introduction, the stronger notion of perfect triangulation is
sometimes achievable, when d−

uv = d+
uv = duv for all but an ε-fraction of node pairs, using only a constant

number of beacons. A natural example where this occurs is for the points of a finite d-dimensional lattice
under the L1 metric (this is a consequence of Theorem 2.4 below). It is natural to ask whether perfect
triangulation is possible for all finite point sets in the L1 metric, but this is too strong; consider for example
the union of the points {(i, n − i) : i ∈ [n]} and {−i,−(n − i) : i ∈ [n]} in the plane.

As a way to understand how general this phenomenon is, we use the following notion of a dense point
set as a generalization of the d-dimensional lattice: We say that a finite subset of R

d under the L1 metric is
dense if the coordinates of all points lie in the interval [0, kn1/d] for a constant k, and the minimum distance
between each pair of points is 1. (We will refer to k as the density parameter.)

Theorem 2.4 In any dense point set M under the L1 metric, a constant number of randomly selected
beacons achieves a perfect triangulation with ε slack and with probability 1−γ, where the constant depends
on ε, γ, the dimension, and the density parameter.

Proof Sketch: Due to space limitations, we only provide a sketch of the proof here; the details are in
Appendix A. Also, for ease of exposition we assume that d = 2, but the same techniques extend naturally
to any constant dimension.

Given a dense point set M in [0,
√

kn]2, we divide M into square cells with width and height δ
√

kn,
for a small constant δ. We partition these cells into two types: heavy and light, where roughly speaking the
heavy cells are those that contain at least Ω(δ2n) points. We argue that with probability close to 1, each
heavy cell will contain a beacon. Also, we can ignore errors on pairs that involve points in light cells, or that
involve two points in the same heavy cell, since there are relatively few pairs like this. Thus, we only need
to consider pairs of points that belong to distinct heavy cells.

We then argue that for most heavy cells C , there are heavy cells K1,K2,K3,K4 in each of the four
“quadrants” of the square [0,

√
kn]2 defined by treating C as the origin. This requires a geometric argument

based on the density property; however, once the existence of K1,K2,K3,K4 is established, one beacon in
each Ki is sufficient to provide a tight lower bound on any distance pair involving a point in C . Analogously,
for the upper bound, we show by another application of the density property that for most pairs of heavy
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cells C and C ′, there is a heavy cell K in the rectangle with corners at C and C ′; one beacon in K is
sufficient to provide a tight upper bound on distances between points in C and C ′. 2

3 Embedding with a Small Set of Beacons

We now turn to the problem of beacon-based embedding. Let f map the points of M into some target metric
space X with distance function dX ; we say that f is an embedding of M , and for nodes u, v ∈ M , we write
d′uv for dX

f(u),f(v) . We define the distortion of f on a set of node pairs E ⊆ M × M to be the ratio between
the maximum amount by which distances are expanded, max(u,v)∈E d′uv/duv , and the minimum amount
min(u,v)∈E d′uv/duv . We will say that f has non-contracting distortion ∆ on E if no distance in E is shrunk
under f , and no distance is expanded by more than a factor of ∆. Following our discussion earlier, we can
say that f has distortion ∆ with slack ε if f has distortion ∆ on some ε-set of pairs.

We will be able to use our triangulation analysis (particularly Lemma 2.3) via the following definition,
which is phrased at a level of generality that will be useful in both this section and the next. Given a set E
of node pairs in a metric, we can consider the weighted graph G(E) in which these pairs form the edges,
and each edge (u, v) is labeled with the distance duv . We say that a uv-path P in G(E) is δ-skewed if for
some e ∈ P , the total edge weight of P \ {e} is at most δduv , and e is incident to one of u or v — in other
words, P consists of an initial “long hop” followed by a number of short ones. Finally, we say that the set
of pairs E is a (strong) (ε, δ)-frame if G(E) contains a δ-skewed path for all pairs in a (strong) ε-set. We
will assume throughout this section that δ is sufficiently small, specifically δ < 1/4.

Frames E as defined here have a useful “rigidity” property, as the following result shows: an embedding
with bounded distortion on the pairs in E must also have bounded distortion on all but an ε-fraction of node
pairs. In this sense, frames have a similar flavor to spanners, but they include a slack parameter and also
require the approximately distance-preserving paths to have a particular “skewed” structure.

Lemma 3.1 Consider a metric M with (ε, δ)-frame E, and suppose an embedding f : M → X has non-
contracting distortion ∆ on E, where ∆ ≤ 1

4δ . Then the embedding has distortion O(∆) with slack ε.
Proof: Suppose the pair (u, v) has a δ-skewed path P in G(E), with long edge (u, p). By the definition of a
frame combined with the triangle inequality, we have (1− δ)duv ≤ dup ≤ (1+ δ)duv . Since the embedding
has non-contracting distortion ∆ on E, we have (1 − δ) ≤ d′

up/duv ≤ ∆(1 + δ) and dvp ≤ ∆δduv ; hence,
using the assumptions that X is a metric and that δ < 1/4, we have

d′uv ∈ [d′up − d′vp, d
′
up + d′vp] ⊆ duv[1 − δ − ∆δ,∆(1 + 2δ)] ⊆ duv[

1

2
,
3

2
∆].

It follows that the distortion of f is O(∆) on the set of all pairs that have a δ-skewed path, and this is an
ε-set. 2

We are now in a position to discuss the performance of beacon-based embedding algorithms. We begin
with a “black-box” result: in any doubling metric, an embedding will have low distortion with small slack
provided it has low distortion on all measurements to a random set of beacons of constant size.

Theorem 3.2 Let M be an s-doubling metric space, and suppose we have a black-box algorithm that for
each size-k set of beacons S ⊆ M will produce an embedding fS of M into a target space X with non-
contracting distortion ∆ on the set of all node-beacon pairs. (That is, the set of all pairs (u, v) where at
least one of u or v belongs to S.) Then provided k is large enough relative to the parameters ε, ∆, s, and γ,
the following holds with probability at least 1−γ for a random choice of S: the embedding fS has distortion
O(∆) with slack ε.
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Proof Sketch: Choose δ small enough so that ∆ ≤ 1
4δ . Now Lemma 2.3 implies that with a large enough

constant number of beacons relative to δ, ε, s, and γ, the set of all node-beacon pairs will form an (ε, δ)-
frame with probability at least 1 − γ. Hence Lemma 3.1 implies that an embedding of M into X with
non-contracting distortion ∆ on this set of pairs will have distortion O(∆) with slack ε. 2

We now turn this black-box result into an algorithm that embeds a doubling metric in R
d with constant

distortion and ε-slack. For reasons of space, we only provide a sketch of the proof.

Theorem 3.3 Let M be an s-doubling metric space, and choose a constant k so that log k
log log k = Θ(log s

ε ).
There is an algorithm that, with probability at least 1 − γ, embeds M into R

d with distortion O(log k) and
slack ε, using measurements to a randomly selected set of k beacons; here γ and d are constants that depend
on k.

Proof Sketch: Denote the set of node-beacon pairs by E. First we claim that with probability close to 1,
E is an (ε, δ)-frame for δ = O(log−1 k), where the constant can be adjusted by tuning the constant in the
definition of k. Indeed, letting k = Θ(x log x) and skipping some easy details, we have log x

log log x ≥ Ω(log s
ε )

and logs(εx) ≥ Ω(log log k), where the constants can be adjusted similarly. The claim follows since by
Lemma 2.3 E is an (ε, δ)-frame with probability close to 1, as long as log 1

δ = 1
2 logs(εx).

Now, by Theorem 3.2, it suffices to embed M into R
d so that the distortion on pairs in E is O(log k).

(The embedding can be re-scaled so that it is also non-contracting on E.) We perform this embedding as
follows. Let B be the set of beacons; we first embed B using the algorithm of Bourgain and Linial et al.
[4, 26]. Recall that this involves choosing, for each i = 1, 2, . . . , blog kc, a collection of x subsets of B of
size 2i, each uniformly at random. Let Sij denote the jth of these. We assign each node b ∈ B a coordinate
corresponding to each set Sij , defined to be d(b, Sij), the minimum distance between b and any point in Sij .

Having embedded the beacons, we then embed every other node u using these same sets {Sij}; for each
Sij , node u constructs a coordinate of value d(u, Sij). In the approach of Linial et al., x = O(log k) sets
of each size are chosen. Here, by way of contrast, we take x = Θ(k); we claim that with this choice of
random sets {Sij} in the embedding, the set of node-beacon pairs is embedded with distortion O(log k) with
probability close to 1.

To establish this claim, we give upper and lower bounds on the embedded distances; the calculations
here differ from [4, 26] in that we will be taking a union bound over subsets of beacons, rather than over the
much larger set of all node pairs. The upper bound is straightforward, so we focus on the lower bound. Here,
we fix i and let S and S ′ be two disjoint subsets of B of size k/2i and 2k/2i respectively. One can show
there is a constant c so with probability at least c, a given Sij has the property that it hits S and misses S ′.
Thus the expected number of Sij’s with this property is ck, so applying the Chernoff bound, for large enough
x = Θ(k) the probability that at most cx/2 of Sij’s do not have this property is at most e−cx/8 ≤ 2−2k.
Therefore with probability close to 1 for all i, for every pair S, S ′ of disjoint subsets of B of the right size,
this property holds for Ω(k) sets Sij . Once this is true, consider embedding any given node u, separately
from all other non-beacon nodes; an analogue of the telescoping-sum argument from [26] gives the desired
lower bound with probability close to 1. 2

The above embedding follows the GNP [30] framework, in which the beacons are embedded first, and
then each other node is embedded separately with respect to the beacons. This therefore provides some
theoretical explanation for GNP’s strong empirical performance. We also provide a different embedding
algorithm that achieves qualitatively similar bounds: constant distortion with ε slack, using a constant num-
ber of beacons. This alternate algorithm offers somewhat better quantitative guarantees but is less useful in
justifying GNP. This issue is discussed further in Appendix B.
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4 Fully Distributed Approaches

Recent work in the networking literature has considered so-called ‘fully distributed’ approaches to triangu-
lation and embedding problems, in which no single node has to perform a large number of measurements
[5, 7, 32, 36]. Instead, for a relatively small parameter k, each node selects k virtual ‘neighbors’ uniformly
at random and measures distances to them; let Ek denote the set of all pairs (u, v) where v is one of the
selected neighbors of u. All nodes then run a distributed algorithm that uses the measured distances on the
pairs Ek to embed the full metric. The distributed algorithms in these papers are based on different heuris-
tics: Vivaldi [5, 7] simulates a network of physical springs, Lighthouse [32] uses global-local coordinates,
and [36] claims to simulate the Big Bang explosion. They offer no proofs, but their experimental results
are quite strong. In particular, Vivaldi [5] uses the testbed from the GNP algorithm [30] and claims slightly
better performance. Here we consider what kinds of theoretical guarantees can be obtained for algorithms
of this type; as in previous sections, we focus on doubling metrics.

First, suppose we view the distributed embedding heuristic as a black box that embeds the nodes with
distortion at most ∆ on the pairs Ek. Is this enough to provide a guarantee for the full metric? By The-
orem 3.2, it suffices to show that the set of pairs Ek forms an (ε, δ)-frame for δ ≤ 1

4∆ ; then we have an
embedding of the full metric with distortion O(∆) and slack ε.

Theorem 4.1 Let M be an s-doubling metric, and k = sO(1)(log n)2 log s+O(1). For any ε and δ that are
each at least Ω(1/ logO(1) n), the set Ek of probed edges is a strong (ε, δ)-frame with high probability.
Proof: Indeed, for some constant c to be defined later, set δ ′ = δ/(c log n) and ε′ = εs2 log δ′−1/2, so that
k = O( 1

ε′ log n) suffices to make sure that with high probability each node has at least three neighbors in
a ball of size ε′n around every other node. By Lemma 2.3, for a strong ε-set of node pairs uv, a ball of
size ε′n around one of the nodes (say v) has radius at most δ ′duv . As we argued, u has a neighbor in this
ball, call it w. Now, each node in this ball has at least three neighbors in it, chosen uniformly at random.
Therefore the graph induced by this ball in Ek contains a constant-degree expander, and hence has diameter
at most c log n. This is the c we use in the definition of δ ′ and ε′ (it is enough to use an upper bound in
which we assume the induced graph has n nodes). In particular, Ek contains a vw-path with at most c log n
hops, each of length at most δ′duv , so the metric length of this path is at most δduv . Therefore Ek is a strong
(ε, δ)-frame. 2

Theorem 4.1 already helps provide some underpinning for the success of distributed embedding heuris-
tics in recent networking research. But to go beyond this black-box result to concrete distributed algorithms,
we need to think about techniques for triangulation and embedding that operate in a decentralized fashion
on the graph G(Ek). In this section, we focus on the problem of distributed triangulation in particular.

Here’s a schematic description of a distributed triangulation algorithm. First, a (small) number of nodes
S declare themselves to be quasi-beacons. Messages are then passed over the edges of the graph G(Ek), at
the end of which each node u has, for each quasi-beacon b, a pair of upper and lower bounds lub ≤ dub ≤
hub. This is the crux: unlike standard beacon-based algorithms, node u never actually measures its distance
to beacon b (unless they happen to be neighbors in G(Ek)), so it must infer bounds on the distance from the
distributed algorithm. Finally, the distance between two nodes u and v can be estimated via

max
b∈S

(|hub − lvb|, |hvb − lub|) ≤ duv ≤ min
b∈S

(hub + hvb).

We denote the left-hand and the right-hand sides by d−
uv and d+

uv , respectively, and say such process is a
quasi-(ε, δ)-triangulation if d+

uv/d
−
uv ≤ 1+δ for an ε-set of node pairs. Given a set Ek of measured distances

as in Theorem 4.1, our goal is to perform quasi-triangulation with only a small number of messages passed
between nodes.
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Theorem 4.2 Let M be an s-doubling metric. For any ε and δ that are each at least Ω(1/ logO(1) n), a
quasi-(ε, δ)-triangulation can be achieved in time polylogarithmic in n with only an expected polylogarith-
mic load per node, taking into account the work for distance measurements, storage, and the number of bits
sent and received.

We’ll use the following multi-stage algorithm. For simplicity, we refer to quasi-beacons as beacons.

Algorithm 4.3 Suppose each node knows (ε, δ, n) and chooses (ε′, k, c) as in Theorem 4.1.

1. Each node selects k neighbors3 uniformly at random, measures distances to them, and decides (inde-
pendently, with probability k/n) whether it is a quasi-beacon.

2. Beacons announce themselves to their neighbors. Specifically, each quasi-beacon b sorts its measure-
ments from low to high and estimates rb(ε

′) by the measurement ranked 2ε′k. Call this measurement
rb. Then it sends a message M(b, rb, i) to all its neighbors, where i is the number of hops that the
message has traversed, initially set to 0.

3. When node u receives M(b, rb, i) from v, node u updates its existing bounds on dub using the new
bounds duv ± 2irb. Say the message is new if u does not already store M(b, rb, i

′) with i′ ≤ i. If
so and moreover duv ≤ 2rb and i < c log n, then u stores it and forwards M(b, rb, i + 1) to all its
neighbors but v.

We now analyze this algorithm. Let K = c log n. Each message is forwarded at most K times, yielding
the claimed running time. A given node can broadcast the message from a given beacon at most K times,
yielding the claimed number of messages per node. When M(b, rb, i) is forwarded, all hops but possibly
the last one have length at most rb, so the distance bounds in step 3 are valid.

By a straightforward application of Chernoff bounds, it holds with high probability for every beacon b
that at most 2ε′k neighbors lie within distance rb(ε

′) from b, and at least 2ε′k neighbors lie within distance
rb(4ε

′) from b, so rb(ε
′) ≤ rb ≤ rb(4ε

′).
Let Bu be the smallest ball around u that has size at least ε′n. In the proof of Theorem 4.1 we saw that

the graph induced by each such ball in Ek has diameter at most K . Since rb ≥ rb(ε
′), each w ∈ Bb will

receive a message from b via a path of at most K hops of length at most 2rb each, so w will upper-bound dwb

by hwb ≤ 2rbK . Moreover, since (by the proof of Theorem 4.1) every node u has a neighbor w ∈ Bb, node
u will receive a message from b via this w and bound dub by duw ± hwb, which is (at worst) dub ± 3rbK .

Now, by Lemma 2.3 there exists an ε-set of node pairs uv such that the ball B around u or v of radius
r = O(δduv/ log n) has at least 4ε′n points. With high probability, each such ball B contains a beacon, call
it b. Since Bb(2r) contains B, rb ≤ rb(4ε

′) ≤ 2r. Therefore, omitting a few details, beacon b yields bounds
on duv that are (at worst) d(1 ± O(δ)). This completes the proof of Thm. 4.2.

5 Extensions and Further Directions

Strongly doubling metrics. We can obtain a number of improvements to our results when the given metric
is strongly doubling. (Recall that a metric is strongly s-doubling [19] if doubling the radius of a ball increases
its cardinality by at most a factor of s.) We start with an improved Bourgain-style embedding; with a careful
accounting argument we show that it has a ‘graceful degradation’ property: for this single embedding and
any ε > 0, the distortion is O(log s

ε ) for a strong ε-set of node pairs. As in [26], we consider the case of L1

first; however, extending to the general Lp is more involved than in [26]. This graceful degradation property

3Neighbors are undirected, in the sense that if u selects v as a neighbor, then u becomes a neighbour of v, too.
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should also be contrasted with the lower bounds on embedding presented in [13]. We discuss this result in
more detail in Appendix C.

We also show that the following simple nearest-beacon embedding is effective in strongly doubling
metrics: select k beacons uniformly at random, embed the beacons, and then simply position each other
node at the embedded location of its nearest beacon. It is not hard to show that in strongly-doubling metrics
the nearest-beacon embedding is (essentially) as accurate as triangulation. (It is worth noting, on the other
hand, that there are doubling metrics in which this nearest-beacon embedding does not yield good results,
even allowing constant slack.) Combined with Algorithm 4.3, the nearest-beacon embedding yields a fully
distributed (Vivaldi-style) embedding for strongly doubling metrics. Moreover, such an embedding will have
the ‘graceful degradation’ property if the beacons can embed themselves using the improved Bourgain-style
algorithm described above.

Embeddability with ε-slack for general metrics. Finally, there is an interesting and quite natural open
question raised by our work here: Can every metric be embedded into Lp with constant distortion and ε
slack? Standard examples of metrics that require super-constant distortion for embeddings into Lp — e.g.,
bounded-degree expanders — do not serve as counterexamples here, since they can actually be embedded
with constant distortion and ε slack into a uniform metric. We discuss this further in Appendix D.

Acknowledgments. We thank Paul Francis, Martin Pál, Mark Sandler, and Gun Sirer for useful discus-
sions on this topic.
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Appendix A: Dense Point Sets under L1 Metric

The proof of this theorem extends the discussion in Section 2.

Theorem A.1 Any dense point set M under the L1 metric can be perfectly triangulated.
Proof: For easy of exposition we assume that d = 2, but the same techniques extend naturally to any
constant dimension.

Consider a dense point set M in [0,
√

kn]2. Divide M into cells with width and height δ
√

kn, for some
δ to be chosen later. There will be 1

δ2 cells. Let xC and yC denote the row and column of cell C . Define
h = min(δ2n/4k, δ2nε/3), and call a cell C heavy if it contains at least h points, and light otherwise. The
idea is that we will be able to ensure that with high probability, nearly all heavy cells will contain beacons,
and that a negligible number of points fall outside of the heavy cells. We will then argue that for most pairs
of points that lie in heavy cells, triangulation will give matching upper and lower bounds.

(a) (b)

C

C1 C2

C4 C3

1 2 1/δ

2

1

1/δ

Figure 2: Dense point sets: (a) a cell C , AC in gray, and corresp. quadrants; (b) a band of bad heavy cells.

Since no two points in M are within a distance of 1, no cell can have more than 4δ2nk points. So if we
let α be the fraction of cells that are heavy, then (omitting some easy arithmetic) α ≥ 1/(4k + 1).

We will begin by proving that the lower bound is correct for most pairs. Say two cells C,D are aligned
if xC = xD or yC = yD. Let AC be the set of cells aligned with C . Note that the removal of AC partitions
the area into four quadrants, which we label C1, C2, C3, and C4, as shown in figure 2(a). Say a dense cell
C is good if each of its four quadrants contain at least one heavy cell, and bad otherwise. Observe that if C
is good, and all dense cells contain beacons, then all points in C will have correct lower bounds to all points
in M −AC .

We now need to show that most dense cells are good. Any dense cell that is not good can attribute its
badness to one of its quadrants. Define Bi for 1 ≤ i ≤ 4 to be the set of heavy cells lacking a heavy cell
in their ith quadrant. Consider cells C,D ∈ B1 and note that xC + yC 6= xD + yD, since otherwise one of
these cells would be to the upper-left of the other, violating our assumption. Therefore |B1| ≤ 2

δ (see figure
2(b) for a possible B1 set). The argument is symmetric for all four quadrants, so in total, there can be no
more than 8

δ bad cells. Since any cell containts at most 4δ2nk points, the total number of points in bad cells
is at most 32δnk. Choosing δ = ε

96k ensures that only ε
3n points are in bad cells.

By our definition of h, the total number of points that are in light cells is also at most ε
3n. Lastly, for

those points in any good cell C , we have no guarantee about the lower bound to points in AC . But this set
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contains 2
δ −2 cells, and hence fewer than ε

3n points. Hence, by selecting a large enough number of beacons,
we can ensure with high probability that all but an ε fraction of distances have correct lower bounds.

The same general idea works for the upper bound as well. The primary difference is we need the idea of
a heavy cell D being bad relative to some cell C , meaning there are no heavy cells in the rectangular region
bounded by C and D. It is this region that needs to contain a beacon for us to have a good upper bound on
distances from C to D. As before, we can show that only a small number of cells are bad relative to any
other cell, and for all other cells, the calculated upper bound will be correct. The same choice of δ used
above gives the desired result. 2

Appendix B: Bourgain-like Embedding for Doubling Metrics

The exact statement and the proof of this theorem extend the discussion in Section 3.

Theorem B.1 Fix constants ε > 0, s > 1 and p ≥ 1. Then any s-doubling metric can be ε-embedded into
Lp with constant dimension and constant distortion, using only a constant number of beacons. We get a
strong ε-embedding with O(log n) dimensions and beacons. Moreover, we provide an efficient randomized
algorithm.
Proof: Using Lemma 2.3a we capture the dependence on the doubling constant s via β = 1

2ε/s5 such that
r−uv(β) ≤ 1

4duv for a strong ε-set E of node pairs. We’ll give a randomized algorithm that ε-embeds any s-
doubling metric d into Lp with dimension O(log 1

β log 1
βδ ) and distortion O(log 1

β ), using only O( 1
β log 1

βδ )
beacons, with success probability at least 1 − δ. In particular, there exists an ε-embedding with dimension
O(log2 1

β ), distortion O(log 1
β ) and O( 1

β log 1
β ) beacons. Note that for a strongly s-doubling metric β =

ε/s2 would suffice by Lemma C.2. In either case log 1
β = O(log s

ε ).
The algorithm is essentially the Bourgrain’s algorithm without the smaller length scales. For each i ∈

[log 1
β ], choose k = O(log 1

βδ ) uar sets of beacons of size 1/(2iβ), call them Sij . Embed each node v into
L1 so that the ij-th coordinate is 1

k1/p d(v, Sij), where d(v, S) is the distance between v and the set S.
For simplicity we’ll consider the case p = 1 first. Since for any set S we have duv ≥ |d(u, S)−d(v, S)|,

the embedded uv-distance d′uv is upper-bounded by O(duv log 1
β ). The hard part is the lower bound: d′

uv =
Ω(duv).

Fix a node pair uv ∈ E. Let d = duv . Let ρi = min(r−uv(β 2i), d/2). Note that the sequence ρi is
increasing with ρ0 < d/4 and ρi = d/2 for i ≥ i0 for some i0. For each i we claim that with failure
probability at most εδ/ log 1

β the total contribution to d′uv of all sets Sij is Ω(ρi+1 − ρi). Once this claim is
proved, with failure probability at most εδ the sum of these contributions telescopes:

d′uv =
∑

Ω(ρi+1 − ρi) = Ω(ρi0 − ρ0) = Ω(d).

Then by Markov inequality with failure probability O(δ) this holds for an ε-set of node pairs. To make this
happen for a strong ε-set of node pairs (actually, for all of E) we need to replace the Markov inequality by
the union bound, which is achieved by increasing the parameter k to O(log n).

It remains to prove the claim. Fix i and let γ = 2iβ. Wlog assume the ball around u reaches size γn
before the ball around v does: ρi = ru(γ) ≤ rv(γ). A given set Sij contributes at least 1

k (ρi+1 − ρi) to
d′uv as long as it hits B = Bu(ρi) and misses the open ball B ′ of radius ρi+1 around v. By Lemma B.2 the
probability of this happenning is at least c (since the two balls are disjoint, |B| ≥ γn and |B ′| ≤ 2γn). Thus
the expected number of Sij’s with this property is ck, so applying the Chernoff bound, for big enough k =
O(log 1

βδ ) the probability that at most ck/2 of Sij’s do not have this property is at most e−ck/8 ≤ βδ/ log 1
β .

This proves the claim, and completes the proof of the theorem for the case p = 1.
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To extend the theorem to general p, follow [26]. Let dp
uv be the embedded uv-distance, let

xij = |d(u, Sij) − d(v, Sij)|

be the contribution of the set Sij , and let x = log 1
β . Then dp

uv = ( 1
k

∑

ij xp
ij)

1/p, so

dp
uv = x1/p





1

xk

∑

ij

xp
ij





1/p

≥ x1/p





1

xk

∑

ij

xij



 = x1/p−1d1
uv = x1/p−1Ω(d).

For a lower bound, recall that xij ≤ d, so dp
uv ≤

(

1
k

∑

ij dp
)1/p

= x1/pd. Therefore the (two-sided)
distortion is at most x, as required. 2

We use the following lemma in the proof of Theorem B.1. The proof is implicit in [26] but we include
it for the sake of completeness.

Lemma B.2 There is a constant c > 0 with the following property. Consider disjoint events E and E ′ such
that Pr[E] ≥ γ and Pr[E ′] ≤ 2γ. Let S be a set of 1/γ points sampled independently from this probability
distribution. Then with probability at least c, S hits E and misses E ′.
Proof: Let p = Pr[E] and p′ = Pr[E′]. Treat sampling a given point as two independent random events:
first it misses E ′ with probability 1− p′, and then (if it indeed misses) it hits E with probability p

1−p′ . Wlog
rearrange the order of events: first for each point we choose whether it misses E ′, so that

Pr[all points miss E ′] = (1 − p′)1/γ ≈ e−p′/γ ≥ e−1/2.

Then upon success choose whether each point hits E. Then at least one point hits E with probability at least
1 − (1 − p)1/γ ≥ 1 − 1

ε . So the total success probability is at least c = (1 − 1
ε )e

−1/2. 2

Appendix C: Graceful Degradation Embedding for Strongly Doubling Metrics

The exact statement and the proof of this theorem extends the discussion in Section 5.

Theorem C.1 (a) Bourgain’s algorithm embeds any strongly 2s-doubling metric into L1 with dimesion
O(log2 n) so that each duv ≥ r+

uv(2
−i) is embedded with distortion O(i + s), for each i ∈ [log n]. (b) In

particular, for any ε > 0 the distortion is O(s + log 1
ε ) for a strong ε-set of node pairs.

Proof: First note that part (b) easily follows from part (a): given ε > 0 apply (a) for i = log 1
ε to get the

desired distortion for all pairs uv such that duv ≥ r+
uv(ε), which is clearly a strong ε-set.

The rest of the proof is on part (a). Recall that Bourgain’s algorithm uses uar sets Sij of size 2i, for each
i ∈ [log n] and j ∈ [k], k = O(log n). Denote the contribution of the set Sij by xij = |d(u, Sij)−d(v, Sij)|.
For normalization purposes divide all coordinates by k1/p, so that the embedded uv-distance is

dp
uv =





1

k

∑

ij

xp
ij





1/p

.

For simplicity consider the case p = 1 first.
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Fix x and a node pair uv such that duv ≥ r+
uv(2

−x). Let d and d′ be the true and embedded distances,
respectively. As in the Bourgain’s proof, d′ = Ω(d). Since xij ≤ d, the Bourgain’s upper bound is
d′ = O(dk log n). Here we’ll improve it to O((x + s)dk). Specifically, we’ll show that

∑

i>x

∑

j

xij ≤ O(dks).

Fix i > x. Let β = 21/s and t = i−x
2 . Let Xju be a 0-1 random variable that is equal to 1 if and only

if d(u, Sij) > dβ−t. It is not hard to prove that this happens with probability at most e−2t
.4 We’d like to

upper-bound
∑

j Xju by a constant times the expectation, but for large enough t the expectation is too small
to give small enough failure probability via Chernoff bounds. However, if we give up a factor of 22t

/2t, then
the Chernoff bound (Lemma C.3 with l = 2t) gives

∑

j Xju = O(k2−t) with a sufficiently small failure
probability to make sure that this happens for all u simultaneously.

Note that xij > 2dβ−t only if Yj = 1, where Yj = Xju ∨ Xjv. So
∑

j

xij ≤ O(d)
∑

j

(β−t + Yj) = O(dk)(β−t + 2−t).

Summing this over all i > x we obtain the desired upper bound since 1
1−1/β = O(s).

To extend this theorem to a general p ≤ 1 we need a more complicated calculation than the one in [26].
As before, consider a fixed i > x. Let S be the set of all j such that Yj = 1. Recall that with high probability
it is the case that for all pairs uv the size of S is at most O(k2−t). Therefore

∑

j

xp
ij =

∑

j∈S

xp
ij +

∑

i6∈S

xp
ij ≤ |S|dp + k(2dβ−t)1/p

= O(k)(2d)p(2−t + β−tp)

1

k

∑

i>x

∑

j

xp
ij ≤ (2d)p

∑

i>x

O(β−ip + 2−i) ≤ O

(

(2d)p

1 − β−p

)

≤ (2d)pO(s/p)

dp
uv =





1

k

∑

i>x

∑

j

xp
ij +

1

k

∑

i≤x

∑

j

xp
ij





1/p

≤ O(d)(x + s/p)1/p

For a lower bound, note that for l = x + 2s it is the case that r+
uv(2

−l) ≤ d/4. In the proof of Thm. B.1
we essentially show that

∑

i≤l

∑

j xij ≥ Ω(kd). Therefore,

dp
uv ≥





1

k

∑

i≤l

∑

j

xp
ij





1/p

= l1/p





1

kl

∑

i≤l

∑

j

xp
ij





1/p

≥ l1/p





1

kl

∑

i≤l

∑

j

xij





≥ Ω(d)(x + s)1/p−1

So the total (two-sided) distortion is at most x + s as required. 2

4Indeed, for i ≥ l ≥ x letting r = ru(2−l) we have d > ru(2−x) = ru(2−l2l−x) ≥ βl−xr, so

Pr[d(u, Sij) > dβ
x−l] ≤ Pr[Sij misses Bu(r)] = (1 − 2−l)2

i

< e
−2

i−l

The claim follows if we take l = i+x
2

.
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We use these lemmas in the proof of the above theorem.

Lemma C.2 Consider a strongly s-doubling metric d and fixed ε and δ. Let ε′ = εslog δ. Then for a strong
ε-set of node pairs uv we have ru(ε′) ≤ δduv . Therefore for an 2ε-set of pairs uv we have r+

uv(ε
′) ≤ δduv .

Lemma C.3 Let Xj , j ∈ [8 log n] be independent 0-1 random variables such that Pr[Xj = 1] = e−l where
l > 16. Then

∑

Xj < 8
l log n with probability at least 1 − n−4.

Proof: Let X =
∑

Xj and µ = E(X). Let 1 + δ = el/l. Then using Chernoff Bounds we get

Pr[X > 8l−1 log n] = Pr[X > (1 + δ)µ] < e−µ

(

e

1 + δ

)(1+δ)µ

<

(

(el)1/l

e

)8 log n

<
1

n4

since (el)1/l <
√

e for any l > 16. 2

Appendix D: Asymptotically-Uniform Metrics

This section extends the discussion in Section 5.
Call a metric (ε, δ)-uniform if it is ε-embeddable into a uniform metric with distortion 1 + δ. Call a

family of metrics {Mn : n ∈ N} asymptotically uniform if for each ε, δ > 0 there exists N such that
metric Mn is (ε, δ)-uniform for each n ≥ N . We’ll demonstrate several families of metrics that are non-
embeddable into Lp with constant distortion, but asymptotically uniform, hence ε-embeddable. These are:
preferential attachment graphs, constant-degree expanders, and hypercubes.

The preferential attachment graph (PA) is an expander [29]. Any constant-degree expander is embed-
dable into Lp with distortion at least Ω(log n)[26, 27]. PA (and Internet) need not contain a constant-degree
expander since their high expansion might rely on the high-degree nodes. However, we can lower-bound the
distortion using the average distance.

Lemma D.1 PA is embeddable into lp, p ∈ [1, 2] with distortion no better than Ω(log n)/ log log n.
Proof: Let λ, η be the all-pairs max-concurrent flow and min-ratio cut, respectively, so that λ ≤ η. By
Linial-London-Rabinovich [26] the minimal distortion for embedding any graph into L1 is γ ≥ η/λ. By
a simple argument from Leighton-Rao [24], for expanders with O(n) edges η/λ ≥ 〈d〉 where 〈d〉 is the
average distance in the graph. Let’s lower-bound the expected 〈d〉 for PA.

In Thm. 5 of Bollobas-Riordan [3], they number the vertices of PA from 1 to n, in the order of arrival,
and show that for some L = Θ(log n)/ log log n, the expected number of uv-paths of length exactly l < L
is at most (n/

√
uv)(2

3 )l/(log n). Therefore, for u, v > n/2 the expected number of uv-paths of length < L
is O(1/ log n), so duv ≥ L w.h.p. for large enough n, so E(duv) = Ω(L).

This proves the lemma for p = 1. The general case follows since for any p ∈ (1, 2] there exists a
constant-distortion embedding from Lp to L1 (e.g. by [18]). 2

It turns out that the shortest-paths metric of PA is near-uniform with high probability.

Lemma D.2 PA is asymptotically uniform whp. More precisely, for any fixed ε, δ > 0, PA is (ε, δ)-uniform
with failure probability o(1).
Proof: Using the Bollobas-Riordan argument from Lemma D.1, for u, v > εn the expected number of
uv-paths of length < L is q = O( 1

ε log n), so duv < L with probability at most q. The fraction of such pairs
is at most q in expectation, hence by Markov inequality it is at most ε with probability at most q/ε. So with
probability at least 1 − q/ε all but a O(ε)-fraction of node pairs is at distance at least L. This suffices since
by [3] the diameter of PA is at most L(1 + δ) with failure probability at most o(1). 2
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Constant-degree expanders are near-uniform for all n and with a small additive distortion.

Lemma D.3 For any ε > 0, any constant-degree expander is ε-embeddable into a uniform metric with
additive distortion of O(log 1

ε ).
Proof: Let β = α/d where α is the expansion and d is the maximal degree, and let s ≤ n/2. Then any
ball of radius r and size s has least αs edges coming out of it, which go to at least βs distinct nodes outside
of the ball. So the ball of radius r + 1 has at least (1 + β)s nodes. Similarly, any ball of radius r and size
n− s has at least αs edges coming out of it, which go to at least βs distinct nodes outside of the ball. So the
complement of the ball of radius r + 1 has at most (1 − β)s nodes. Therefore for any node u

ru(1 − ε) − ru(ε) ≤ log1+β(1/ε) + log1−β(ε) = O(log
1

ε
).

We obtained the required additive distortion on all node pairs adjacent to the same node. Now let’s
extend it to entire graph. Ignore node pairs uv such that v ∈ B ′

u(ε) or v 6∈ Bu(1 − ε). Let G be the graph
on the remaining node pairs. Then for any pair of edges adjacent in G their distances differ by at most
O(log 1

ε ). It remains to show that in G all but an O(ε)-fraction of node pairs are within a constant #hops
from each other. This follows from the density of G: since at most 2εn2 node pairs are ignored, all but an
O(ε)-fraction of nodes have degree at least 2

3n in G; obviously any two such nodes have a common neighbor
in G, claim proved. 2

Lemma D.4 Hypercubes are asymptotically uniform.
Proof: Fix ε, δ > 0. Let a = 1

1+δ , b = 1
1+δ/2 and c = 1

1−a . Note that for each j < i ≤ bk/2 we have

(

k

j

)

≤ a

(

k

j + 1

)

≤ . . . ≤ ai−j

(

k

i

)

.

Therefore #nodes within distance i ≤ ak/2 from a given node u in a k-dimensional hypercube is

i
∑

j=0

(

k

j

)

≤ c

(

k

i

)

≤ c

(

k

ak/2

)

≤ ca(b−a)k/2

(

k

bk/2

)

≤ O(2k)aΩ(k),

which is less than ε2k for big enough k. Distances i > (1 + δ)k/2 are treated similarly. 2
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